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1 The linear program

We assume jobs are ordered according to release times r1 ≤ . . . ≤ rn. Let 0 be a lower
bound for the release times and T = rn +np be a rough upper bound for the completion
time. We define the linear program on the variables xjt with indices ranging j = 1 . . . n,
a = 0 . . . n − 1 and t = 0 . . . T .

Minimize
∑

j,t wjtxjt, subject to

∀j :
T∑

t=0

xjt = 1 (1)

∀a,∀i ≤ n − a + 1 :
∑
j≥i

∑
t<ri+(a+1)p

xj,t ≤ a (2)

The variable xjt is meant to represent how much of job j completes at time t. The
first inequality says that a job eventually fully completes, and the second that in an
interval of length strictly less than (a + 1)p at most a jobs can be entierly executed and
completed. It does not range over values of j with are larger than n − a + 1, because,
by the first equality the left hand side can never exceed a. We will identify the second
inequalities with the pairs (a, j). The set of variables of the left hand side of constraint
(a, j) is denoted left(a, j).
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Figure 1: Matrix representation of the variables. Every constraint is represented by the
upper right corner of the rectangle representing its left hand side.

Theorem 1 Any integral solution (xjt) to this linear program can be easily transformed
into a schedule with the same objective value and vice-versa.
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Proof This is a well-known result. Set deadlines dj = t for the unique time t such
that xjt = 1. Produce the earliest deadline schedule from left to right. Suppose that
there is some job i′ which does not meet its deadline. Let i be the first job released in
the current block. We have i ≤ i′. Let be a = b(t − ri)/pc. All jobs j which completed
in the interval [ri, t) are released at ri or later, and therefore execute completely in that
interval, and j ≥ i. So

∑
j≥i

∑
t<ri+(a+1)p xj,t > a, which contradicts (2) of the linear

program. �

So our goal now is to show that the linear program always has an integral optimal
solution. There are different possibilities to prove such a claim. One way is to show
that every vertex of the polytope has integral coordinates. Unfortunately this is not
true, as shows the following example. Here n = p = 3, and rj = j − 1. The variables
x1,3, x1,9, x2,6, x2,9, x3,5, x3,7 are 1/2 and all others 0.

Now we show that x is a vertex, by showing that there is no non-zero matrix y
such that both x + y and x − y are a solution. Let y be a matrix, such that x + y,
and x − y are a solution. First note that all non-zero entries in y can only be at the
non-zero coordinates of x. In x all constraints are satisfied. So all left hand parts of
constraints in y must have total sum zero. In particular y1,3 = −y3,5 = −y2,9 = −y1,9

and y2,6 = −y3,7 = −y2,9 = −y3,5. We conclude that y is a all zero.
Now we show that x is not optimal. If w2 > w3 we could switch the variables

x2,5, x2,6, x3,5, x3,6, that is exchange 0 and 1/2 among these four variables, which pre-
serves the constraints while decrease the objective value. If w2 < w3 then we could do
the switch with the variables x2,6, x2,7, x3,6, x3,7.
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Figure 2: Example of a non-integral vertex.

2 Particular instance and particular solution

Theorem 2 Let be the instance p = n and rj = j − 1 with increasing weights w1 <
. . . < wn. If there is an non-integer optimal solution to this linear program in which all
constraints are tight, then this solution cannot be a vertex.

The proof will follow from several structural and combinatorial lemmas. Let (xjt)
be a non-integer optimal solution to the linear program where all constraints are tight.

Proposition 3 A non-zero entry xjt implies that the constraint (a, i) with i = (t mod
p) + 1 and a = bt/pc − 1 is saturated or i > j.
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Proof All other constraints contain either both or none of xjt, xj,t−1. If i > j, then
(a, i) contains also none of the variables. Therefore if i > j or if (a, i) is not saturated,
we could just decrease xjt by some ε and increase xj,t−1 by the same ε, decreasing the
objective function while preserving the constraints. �

We partition the variables into blocks: xjt belongs to block number bt/pc − 1. In
every block there is a diagonal, consisting of xjt for which j − 1 = t mod p. We rename
some of the variables. For all 0 ≤ a ≤ n − 1 and j ≤ n − a we define dia(a, j) := xj,t,
and fora ≥ 1 we define bot(a, j) := xn−a+1,t, where t = j − 1 + ap. We will show that
all non-zero entries (the support of (xjt)) are only those variables.

dia(4,  )

block 0 block 1 block 2 block 3 block 4

dia(0,  ) dia(1,  )

bot(1,  )
bot(2,  )

bot(3,  )
bot(4,  )

dia(2,  ) dia(3,  )

Figure 3: The support of an optimal solution.

The following proposition shows that two saturated constraints (j, a) and (j + 1, a)
produce a mirror-like constraint on the solution, between the part of the row before
dia(a, j) and the part of the column under dia(a, j).

Proposition 4 For a, j with j < n − a + 1 we have
∑

t<t′ xjt =
∑

i>j xit′ where t′ =
j − 1 + (a + 1)p.

Proof Both constraints (a, j) and (a, j+1) are saturated and have the same right hand
side a. So the total sum of the sets left(a, j)\left(a, j + 1) and left(a, j + 1)\left(a, j)
have to be the same. �

Proposition 5 The only non-zero variables are dia(·, ·) and bot(·, ·).

Proof First it follows from the saturation of the constraints (1, n) up to (n−1, 2) that
the variables below the bottom of every block are zero. Also by proposition 3 it follows
that the variables above the diagonal are zero. Now suppose that there is a non-zero
variable xit which is between the diagonal and the bottom. Let a = bt/pc−1 be its block
number. Then by the previous proposition we know that there is a non-zero variable xjs

for s = i − 1 + (a + 1)p and some j > i. Now consider the following switch: decreasing
by ε xit and xjs while increasing by ε xit and xjs will decrease the objective value by
the ordering on the weights wi < wj and preserves the left hand side of all constraints.
This contradicts optimality and completes the claim. �
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A witness-set is a non-empty subset of fractional variables each associated with a
sign such that the left hand side of every constraint contains as many + as − signs from
this set. This set is then a witness for (xjt) being not a vertex of the polytope. This is
because adding ε to all variables of the witness-set with a positive sign and removing ε
from all variables with a negative sign, leads to another solution (yjt), since the left-hand
side of any constraint is preserved. The same can be done in the opposite direction. And
it is well known that a point of a polytope can be moved into two opposite directions
inside the polytope if and only if it is not a vertex.
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Figure 4: Example of a witness-set.

Now we define an algorithm to build a witness-set. Let xjt be the fractional entry
with minimal j and maximal j (in that order). We claim that xjt = dia(b, j) for some
block b. For a proof by contradiction assume xjt = bot(b, i) for some block b and job
i < j. Then by proposition 4 we know that 0 <

∑
a<b dia(a, i) < 1. So there must be

another fractional variable xis with s ≥ t, contradicting the choice of xjt.
We construct W incrementally:

Initially set W = {−xj,t} for the fractional entry xj,t minimizing j and
maximizing t
While there is a job j such that W contains exactly one variable from the
row j, do
Let xjt be this entry, c its sign, and assume j minimal.
Choose another fractional entry xjs with minimal s, which must be dia(a, j)
for some block a, as we show later.
Add to W with the sign −c the variables dia(a, j) as well as bot(b, j) for all
a < b < bt/pc − 1.

Proposition 6 If xjt is choosen by the algorithm, then (1) all jobs i < j with a fractional
variable are referenced in W and (2) the other fractional entry of job j chosen by the
algorithm is a diagonal element.

Proof Claim (1) follows by the way the algorithm adds new variables to W . For (2)
suppose that job j has all its non-zero entries on the bottom. Say xjt = bot(b, i) for some
block b and job i. Then there must be another fractional entry in the same bottom, say
bot(b, i′) for some job i′ < j. But from (1) it follows that when the algorithm iterated
over job i′, the variable bot(b, i′) was added to W , contradicting that job j has a single
variable in W . �

Proposition 7 The set W produced by the algorithm is a witness-set.
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Proof First we show that every block is equilibrated : it has exactly the same number
of both signs in W .

We proceed step by step from the last block to the first one. Let b be the largest
block from which W has a variable. Then W contains dia(b, i) for some job i, which
was the first variable to enter W . By the algorithm it also contains bot(b, i), and by the
previous proposition no other variable from this block.

Now assume all blocks b+1, b+2, . . . , n−1 are equilibrated. Let W ′ be W restricted
to those blocks. Then there are three kind of jobs. Those who have no entry in W ′,
those who have two entries in W ′ and those who have a single entry in W ′. Jobs of the
second kind contribute with opposite signs to W ′ therefore there are as many positive
than negative entries of the third kind. However by the algorithm each entry of the third
kind contributes with one entry of opposite sign to block b, either as a diagonal entry,
or as an associated bottom entry.

From these observations we know that the left hand sides of the constraints (1, 1)
up to (n − 1, 1) are equilibrated : they contain as many positive than negative entries in
W . Now, note that by construction of W the difference between positive and negative
entries of the left hand sides is the same for the constraints (a, j) and (a, j + 1) for any
a, j. This shows in particular that the constraint (1, n) is equilibrated, as well as the
constraint (2, n − 1) and so on, showing that every row j is also equilibrated. �

3 Allowing unsaturated constraints

Some structural lemmas.

Proposition 8 For every block a, the constraint (a, 1) is saturated.

Proof Otherwise for some job j we could move an ε portion from a later position to
dia(a, j) (this time we extend dia for jobs j > n − a + 1). �

Proposition 9 For every constraint, if (a, i) is not saturated, then (a, i+1) and (a+1, i)
are also not saturated.

Proof For (a, i + 1) we simply use proposition 3, to show that left(a, i + 1)\left(a, i) is
all zero. Therefore the left hand side of (a, i + 1) is not more than the one of (a, j).

For (a + 1, i) we observe that not only left(a, i + 1)\left(a, i) is all zero but so are
all variables xjt in block a for j ≥ i and t ≥ i − 1 + (a + 1)p. Therefore the support of
left(a + 1, i)\left(a, i) is contained in block a. But block a + 1 cannot contain more that
1 in total, by the previous proposition. We conclude that (a + 1, i) cannot be saturated
as well. �

We found a solution to the problem for n = 4, for which there is no witness set, as
you can see by exhaustive exploration (see figure 5). But also there are no weight assign-
ments which make it an optimal solution, as we found out with a linear program solver
by comparing it with a few other integer solutions, even if you relax the assumption
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on increasing weights. The integer solutions we considered were (we list the comple-
tion times for jobs 1,2,3,4): (4,12,8,16), (4,16,8,12), (4,16,12,8), (16,5,13,9), (16,5,9,13),
(16,13,6,10).
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Figure 5: Non-optimal solution.

4 Integer solutions

There are n! integer solutions which are interesting for us. They correspond to all
possible completion orderings and to the greedy schedule, where each time the jobs is
scheduled, which did not yet completed, and which comes first in that order.

Let σ ∈ Sn be a permutation. It defines the schedule where job j is the σj-th job to
complete.

Proposition 10 In the schedule defined by the permutation σ, the completion times are
Cj = min{i : σi ≤ σj , i ≤ j} − 1 + pσj.

Proof Before Cj exactly σj jobs have to complete. Let be i = min{i : σi ≤ σj} the
smallest job of those. Then the jobs from 1 to i− 1 are executed until ri = i− 1 and are
not executed between ri and Cj . Therefore Cj is exactly ri plus σj units of p. �

But then the cost function is∑
j

wjCj = p
∑

j

wjσj −
∑

j

wj +
∑

j

wj min{i : σi ≤ σj}.

The first term is clear, we want to complete jobs in order of decreasing weights, the
second term, ok it’s not very important, but the third term is weird. What does it
mean?

We say that a permutation is bad, if the integer solution associated to it has unsat-
urated constraints. (And it is good otherwise.)

Proposition 11 A permutation σ is good if and only if for every job j, σj ≤ n− j + 2.
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Proof Another way to say that a schedule is good is that job n ends in the left hand
of the constraint (n, 1), that jobs n− 1 ends in the left hand of the constraint (n− 1, 2)
and so on. By the previous proposition that means that job n must complete first or
second. That job n − 1 must complete no later than third, and so on. �

Proposition 12 Assume weights are increasing w1 ≤ . . . ≤ wn. Then in any integer
optimal solution all constraints are saturated.

Proof Let’s assume to simplify this proof, that all weights are different w1 < . . . < wn.
By the previous propositions, we can assume that the optimal integer solution is

defined by some permutation σ. We will give some intuition about the cost function.
We have three parts. A part which is

∑
j wjCj , and for which it would be best to have

jobs complete in reverse order. A part which is independent of the schedule −
∑

j wj .
For last part

∑
j wj min{i : σi ≤ σj} it would be best to have jobs complete in order of

their indices.

31

σj

1
2

n

...

1 ...2 j n
a a2a

Figure 6: The permutation σ associated to an optimal solution.

For convenience, let be the function f(j) = min{i : σi ≤ σj}. We call {f(j) : j}
the signature of σ. The cost of different permutations with the same signature can only
differ for the first of the three terms. Therefore if σ is a permutation minimizing the
cost and (i j) an interchange preserving the signature, then i < j implies σi > σj .

We will now show that for every i0 in the signature, the set {σj : f(j) = i0} is an
interval. This will then with the previous observation prove that σj = n − j + 2 for all
j not in the signature and complete the proof of the proposition.

Let i0 be the smallest integer of the signature, that is i0 = 1. Let ` be the number
of integers j such that f(j) = i0. Then since σj ≥ σi0 for all j such that f(j) = i0 we
have that σi0 ≤ n− ` + 1. If this inequality is strict, then there is a j such that σj > σi0

but f(j) > i0. Among all possible integers, let j be such that σj is smallest. Then for i
such that σi = σj − 1 we have f(i) = i0. Moreover i < j and the interchange (i j) does
not change the signatures, whether i = i0 or not.

Now we can proceed for the other integers of the signature in the same way. �
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